
Profile-based Approach for Age and Gender
Identification

Notebook for PAN at CLEF 2016
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Abstract. This paper describes the participation between the LIDIC
research group of the UNSL from Argentina and the Language and
Reasoning research group of the UAM Cuajimalpa from Mexico at the
PAN’s 2016 Author Profiling task. For the proposed method we adopted
a profile-based approach, which has been successfully applied in the Au-
thorship Attribution problem. Thus, we proposed a variation of this
technique for tackling the Author Profiling task. Performed experiments
showed that using about 8000 most frequent character n-grams for the
construction of the different profiles, our proposed method obtains a bet-
ter performance for both the same genre of documents as well as for the
cross-genre scenario.
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1 Introduction

Lately, the Author Profiling (AP) task is among the challenges that has been
very attractive for the scientific community, specially for fields such as Natural
Language Processing, Forensics, Marketing, and Internet Security. As known,
the main goal of the AP is to distinguish, from a given text, among different
authors’ categories and not to identify the author itself; the latter is known
as Authorship Attribution [1]. Thus, the AP task aims at modelling, through
more general set of features, groups of authors. Ideally speaking, such features
will represent, to some extent, how different categories of authors employ their
language depending on its age, gender, native language, political preference,
personality, etc. [2].



One of the very first works on facing the problem of AP are [2,3], where it was
shown the pertinence of statistical techniques for distinguishing among authors’
gender and age. Since then, many approaches have been proposed for facing
the AP challenge [3,4,5,6,7]. A common approach among these research works
is the use of textual representations, which have shown being effective enough
when the revised documents represent formal texts, for instance, news reports,
scientific papers, books, etc. Nonetheless, most of traditional approaches face
several difficulties when provided documents are from a more informal source,
such as blogs, chats, or social media texts (e.g., tweets).

As part of the efforts in providing effective solutions to the AP challenge,
the PAN@CLEF4 proposes a competitive evaluation exercise for uncovering pla-
giarism, authorship, and social software misuse. For this year PAN campaign
the focus of AP shared task is on cross-genre age and gender identification [8],
meaning that, the training documents will be on one genre (e.g. Twitter, blogs,
social media, etc.) and the evaluation will be on a different one.

The rest of this document is organized as follows, Section 2 describes some
of the most relevant research works that have tried to solve the problem of AP
with a profile-based paradigm. Section 3 describes the ideas that motivate this
work. Next, Section 4 describes our proposed method for approaching the AP
problem and, Section 5 shows the obtained results on the PAN 2016 dataset.
Finally, Section 6 depicts our future work ideas and the obtained conclusions.

2 Related work

In the field of Author Analysis, there are several tasks that fall under the same
type of stylistic analysis; these tasks are Author Attribution, Plagiarism Detec-
tion and Author Profiling. In the Author Attribution problem, there are two
predominant paradigms: instance-based paradigm and profile-based paradigm.
The former is the common one and also is the most used in the other related
tasks of Author Analysis; this paradigm assumes each document of an author as
independent. However, the profile-based paradigm, in which all the documents
for the same author are treated as one, despite its simplicity is not very common.

The most recent research that uses the profile-based paradigm is the one pro-
posed by Potha and Stamatatos [9]. They evaluated the profile-based paradigm
for the author attribution task and tested the paradigm against methods that
use an instance-based paradigm from the PAN-2013 participants. The authors
established four parameters for their method, such as the length of the n-grams,
the length of the unknown document, the length of the profile and the dissimi-
larity function. Results showed that their method, using a set of global and local
settings, outperforms single methods from the participants of PAN 2013 for the
author authorship track.

Another researches, also for Author Attribution, use hybrid approaches, that
is, some characteristics are taken from both paradigms (i.e., instance-based and

4 http://pan.webis.de/clef16/pan16-web/



profile-based) [10,11]. In these researches the authors use each document for each
author as independent in the same way the instance-based paradigm does, but
a profile is built for each author.

As the previous works show, profile-based approaches have been given com-
petitive results for author attribution tasks. In this sense, we want to test this
simple approach in another author analysis problem, i.e., author profiling task.
As in [9], we set some parameters such as the length of the profile and the length
of the n-grams in an cross-domain scenario.

3 Profile based approaches

Profile-based methods have been successfully used for addressing problems re-
lated to the authorship attribution (AA) task [1]. In a typical AA problem, a
text of unknown authorship is assigned to a candidate author, given a set of
candidate authors for which we have available texts of undisputed authorship.
In this context, for each class of author these methods build a profile containing
information extracted from a collection of documents written by the author [12].
Figure 1 summarizes graphically the process of generating the profiles of each
author.

Fig. 1. Generation of profiles process (left) and classification of a test document (right)
for AA task.

The information extracted from the documents for the construction of the
profiles can be related to the writing style or the text content as we briefly
describe below.

– Style-based features: such as frequency or number of pronouns, articles
and prepositions, number of hyperlinks, words average, etc. [13]. One of the



most used is the frequencies of n-grams of characters. The n-grams are sub-
strings of n consecutive characters [14]. In particular for English language,
n-grams of characters with n=3 have demonstrated to be effective. These
features capture interesting information depending on the gender and the
age of the author. For example, women in blogs use more pronouns and
affirmative-negative words.

– Content-based features: consider the words related to different topics [13].
For example, the women usually write words related to personal concerns
such as shopping, mom, etc. Instead, the men usually write about politic
and technology.

In order to obtain the author profiles, these methods consider a set of doc-
uments of each author and extract the set of features. As the set could be too
large, the profile will consider only the L more frequent features from the whole
set. Then, before classifying a target document, the method will construct a
profile with that unique document and using a similarity measure with respect
to all authors’ profiles, it will determine the authorship [15].

Some similarity (or distance) measures used in the profile-based approaches
are:

1. Kešelj’s Relative Distance (KRD) [16]: calculates the distance K between
two profiles P1 and P2 as:

K =
∑

x∈XP1
∪XP2

(
2 × (P1(x) − P2(x))

P1(x) + P2(x)

)2

(1)

where Pi(x) is the frequency of the term x in profile Pi, and XPi is the set
of all terms that occur in the profile Pi.

2. Simplified Profile Intersection (SPI) [17]: calculates the amount of features
that belong to both profiles P1 and P2 as:

K =
∑

x∈XP1
∩XP2

(
2 × (P1(x) − P2(x))

P1(x) + P2(x)

)2

(2)

As profile-based approaches have been successfully used for the AA task, we
propose to use these for the Author Profiling task.

4 Sistema de Perfiles: the proposed method

Our study focuses on predicting the age and gender of the author (female or
male), for the languages English, Spanish and Dutch. For the age, the task
considers the following ranges of ages: 18-24, 25-34, 35-49, 50-64 and 65-xx years
old, only for the English and Spanish texts [18].

In order to use a profile-based approach, we represent a specific class of
author with a profile. Then, for predicting the gender and the age, we made 10



different profiles which comprise information combined about the possible gender
and age of the authors. Thus, we obtained profiles for the following categories:
female 18-24, male 18-24, female 25-34, male 25-34, female 35-49, male 35-49,
female 50-64, male 50-64, female 65-XX and male 65-XX.

Regarding the features for the construction of the profiles, preliminary exper-
iments showed that the use of character n-grams were adequate. The complete
system named Sistema de Perfiles (SP) was implemented in two stages. In the
first one we constructed the profiles for each category for each language sepa-
rately. We used the documents (i.e., training set) provided by Author Profiling
task at PAN-PC-2016 [8]. To getting the profiles of each category (each language
separately) we applied the following steps considering all the training set:

– Unification of each separate xml files in a single txt file (concatenation). One
for category.

– Preprocessing of the txt file obtained for each category: tags and images are
removed.

– Generation of the n-grams using the txt file and calculate the frequencies of
each one. Sort the n-grams considering those most frequent at first5. This
step is performed for each category.

– Save the profile of the category considering only the L most frequent n-grams
obtained in the previous step.

The second stage is the classification of a test document in a particular
language (this information is provided). SP receives an input xml file then, the
following steps are performed:

– Preprocessing of the input file: tags and images are removed of the file and
it is saved as a txt file.

– Obtaining the n-grams and sorting those considering only the L most fre-
quent (profile document).

– Check for similarity with the profiles of each category using the SPI function
described above. It compares the profile document with the corresponding to
each category returning the label of that which is closer. Take into account
that the profiles considered in this step are those with similar language of
the input file.

5 Experiments and results

5.1 Intra-Domain Study

We first studied the performance of SP in a intra-domain experiments. Regard-
ing the parameter L of SP, we consider that choosing an appropriate value is
important to achieve a correct balance between an acceptable execution time
and a good percentage of instances correctly classified. Moreover, if the L value

5 We used the library Morphadorner for this step, which is an open-access Java library
for NLP supplied by the Northwestern University.



Table 1. Accuracy obtained in intra-domain classification by gender using SP for
Dutch (DU), English (EN) and Spanish (SPa) languages.

L
3 3+4 3-5 4 4+5 5

DU EN SPa DU EN SPa DU EN SPa DU EN SPa DU EN SPa DU EN SPa

2000 64 65 71 59 60 62 57 60 60 68 67 74 60 61 60 63 67 62
4000 77 74 74 65 72 68 61 61 60 65 69 80 61 70 62 65 72 77
6000 67 68 74 65 70 80 61 68 65 69 66 77 68 67 68 77 72 85
8000 61 54 77 72 70 82 67 66 71 65 65 85 65 68 77 69 68 85

Table 2. Accuracy obtained in intra-domain classification by age using SP for English
(EN) and Spanish (SPa) languages.

L
2 3+4 3-5 4 4+5 5

EN SPa EN SPa EN SPa EN SPa EN SPa EN SPa

2000 37 77 32 48 36 34 43 51 37 42 41 51
4000 38 82 41 60 38 57 44 82 38 48 46 77
6000 38 77 39 77 40 54 44 85 40 74 43 80
8000 38 85 44 77 41 74 46 80 46 80 41 82

is small it occurs an underfitting. On the contrary, if the L value is excessively
large, SP can generate an overfitting of the classification. This is because the
generated profiles would be adjusted too much over the corpus used for training.

Then, we carried out some preliminary intra-domain experiments, using only
the training corpus provided by PAN 2016 competition. Although the competi-
tion stated that Author Profiling task would focus on cross-genre age and gender
identification, we believed convenient to try different values of L using the same
corpus for both, training and testing. PAN 2016 corpus consists of 436 documents
written in English, 250 in Spanish and 384 in Dutch language. We splitted this
collection taking the 80% to train, and leaving the remaining 20% to test.

Tables 1 and 2 show the results of experiments for gender in Dutch, English
and Spanish languages, as well as for age in the case of the latter two. We
consider the percentage obtained of correctly classified instances, in other words,
the accuracy as a measure of performance. Rows of Tables 1 and 2 indicate the
different values for L (from 2000 to 8000) and columns point out different models
of representation, that is, only 3-grams of characters or the combination from
3-grams to 5-grams, and so on.

We can observe that, in general, the best values of accuracy were reached
when L was 4000 and 3-grams were utilized. In some cases, 5-grams work simi-
larly to the use of 3-grams, but the reason for choosing the latter was given by
the time incurred in the execution. Building the profiles based on 5-grams took
twice as long as the construction of the profiles based on 3-grams.

5.2 Cross-genre Study

As we mentioned before, this years PAN Author Profiling task was stated as
cross-genre classification [8]. In this context, “genre” refers to the type of source



Table 3. Baseline (accuracy) obtained in cross-genre classification by age and gender
using Näıve Bayes, tf-idf word representation, PAN2016-training corpus to train and
for testing we used PAN-2014 (social-media (sm) and blogs (blg)) and PAN2015 twitter
corpora.

PAN2014 PAN2015

English Spanish English Spanish Dutch
sm blg sm blg twitter twitter twitter

Gender 50 50 52 59 53 52 71
Age 25 35 25 24 33 30 -

Table 4. Accuracy of SP for cross-genre classifications by age and gender in English.
PAN-2016 training corpus to make the profiles and PAN-2014 sub-corpora of social
media (sm) and blogs (blg) to test.

L 500 2000 4000 6000 8000 10000
sm blg sm blg sm blg sm blg sm blg sm blg

Gender 50 54 51 54 50 51 51 54 50 58 51 57
Age 26 15 28 15 24 6 24 38 28 43 24 42

from which the texts proceed, for example, Twitter, blogs and social media.
For the experimentation we constructed the profiles for SP from the complete
training corpus provided by the competition at PAN-2016.

In order to test our SP method in a cross-genre scenario, we used two different
corpus: a representative subset of the collection supplied by the competition in
PAN-2014 [19], and the complete corpus of PAN-2015 competition [20]. For the
former collection we only considered the texts obtained from blogs and social
media, both in Spanish and English languages. For the latter test collection we
used all the available texts, which were obtained from Twitter; for Dutch we
only evaluated the gender identification problem.

At first, we obtained a general baseline in order to have values to compare
with. Thus, using the training and test sets mentioned in the previous paragraph,
with the Näıve Bayes classifier and the tf-idf word representation, we reached
the results shown in Table 3.

The results obtained with our SP method are shown in Table 4 and Table
5. We show the accuracy obtained for classification by gender and age, with
different L values using 3-grams. The results in both tables correspond to the
PAN-2014 collection to test for English and Spanish language. As we can see,
SP with L=8000 achieves in the most of the cases, the highest percentage of
classification (over the baseline).

Table 6 shows the accuracy obtained using PAN-2015 collection for testing
with different L values. Although there is not a L value which is the best in
all languages for both age and gender, we can conclude that L=8000 still per-



Table 5. Accuracy of SP for cross-genre classifications by age and gender in Spanish.
PAN-2016 training corpus to make the profiles and PAN-2014 sub-corpora of social
media (sm) and blogs (blg) to test.

L 500 2000 4000 6000 8000 10000
sm blg sm blg sm blg sm blg sm blg sm blg

Gender 48 34 50 49 55 56 61 60 58 60 58 59
Age 12 13 12 30 29 27 28 38 30 45 27 43

Table 6. Accuracy of SP for cross-genre classifications by age and gender. PAN-2016
training corpus to make the profiles and PAN-2015 to test for English (EN), Spanish
(Spa) and Dutch (DU) language.

L 500 2000 4000 6000 8000 10000
EN SPa DU EN SPa DU EN SPa DU EN SPa DU EN SPa DU EN SPa DU

Gender 52 52 56 58 57 65 59 65 65 67 57 62 64 62 76 64 61 65
Age 42 35 - 45 43 - 37 40 - 32 44 - 32 44 - 34 43 -

forming well in the most of the cases. In fact for Dutch language (the only
experimentation performed) with this value of L, SP obtained the best result.

Finally, for simplicity, we have set, for all categories and all languages, our
SP system with L=8000 and as a similarity measure the SPI metric for the
final submission in the PAN competition. This decision was determined based
on the averages of the results obtained and shown in the tables above. All the
experiments were run using the TIRA platform [21,22].

Figure 2 summarizes the obtained performance of our system when it is tested
with different corpora using the PAN-2016 data set for building the profiles. It is
worth noting that in all considered cases (PAN-2014 and PAN-2015) the accuracy
values are good when L=8000.

6 Conclusions and future work

This paper described the joint participation of the LIDIC research group of the
UNSL from Argentina and the LyR research group of the UAM Cuajimalpa from
Mexico at the PAN-2016 Author Profiling task.

We presented a profile-based method for the Author Profiling task. Our pro-
posal uses profiles of character 3-grams for representing information about the
different categories of authors. We performed experiments in intra and cross
genre scenarios and we showed that using the 8000 most frequent character 3-
grams, our method obtains the best performance of classification for genre and
age.

In future works we plan to test different features for the construction of the
profiles and the use of different similarity measures for comparing the profiles.



Fig. 2. Summary of the performance of the Sistema de Perfiles submitted to the PAN-
2016 competition. For the submitted system L was set to 8000 and the SPI metric was
used as similarity measure.
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